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A B S T R A C T
We present results of quantitative evaluations of a content selection scheme for answer
generation in sales dialogue which is based on an interactive game-theoretic model of the
dialogue scenario. The model involves representing a probability distribution over possible
customer requirements, i.e., needs that must be met before a customer will agree to
buy an object. Through game-theoretic analysis we derive a content selection procedure
which constitutes an optimal strategy in the dialogue game. This procedure is capable of
producing pragmatically appropriate indirect answers to yes/no questions, and is implemented in an online question answering system. Evaluation results show that these answers
are pragmatically natural and contribute to dialogue eﬃciency. The model allows for systems
that learn probabilities of customer requirements, both online and from previous data.
© 2016 Elsevier B.V. All rights reserved.

1. Introduction
This paper presents results from multiple quantitative evaluations of a question answering system that implements gametheoretic models of answer selection. Game-theoretic pragmatics [6, 8] is a growing approach to formal pragmatic theory which
models human linguistic interaction as a game between a speaker and a hearer who each want to achieve a particular goal.
The speaker selects optimal utterances by considering how the hearer will interpret and respond to those utterances, and the
hearer’s interpretation is in turn based on assumptions about the speaker’s strategy for using utterances to achieve his/her goal.
By formally modeling this goal-oriented behavior, we can mathematically derive optimal strategies for both generating and
assigning (possibly non-literal) interpretations to linguistic messages. These theoretical models can then be applied to problems
of natural language generation in dialogue systems, in particular answer selection in a question answering system. We focus
on a particular pragmatic phenomenon, indirectness in answers to yes/no questions, and show that by incorporating formal
pragmatic models of indirectness into a dialogue system, we can produce natural, pragmatically competent answers to user
questions which simulate human pragmatic behavior.1 These answers make for more eﬃcient dialogues than a baseline model
that generates only direct answers, with fewer question–answer exchanges required to accomplish a given task.
1.1. Indirectness in answers to yes/no questions
When one poses a yes/no question in natural language, e.g., “Does this apartment have a garden?”, the standard formal
semantic analysis dictates that one should receive a yes/no answer, provided that the answerer has the world knowledge
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required to supply such an answer. In reality, these questions are often answered indirectly, even when perfect world knowledge
is assumed. One motivation for such answers is so-called plan inference, as in the following from Allen and Perrault [1].
(1). Q: Has the train to Windsor left yet?
A: It’s leaving soon from gate 7.
In this case, there is an entailment relationship between the answer given and a “no” answer: If the train is leaving soon, then
it cannot have left yet. The answerer is supplying some helpful additional information, anticipating that, upon ﬁnding out that
the train hasn’t yet left, the questioner will likely also want to know where the train is leaving from, so that he/she may catch
that train. Catching the train is the hearer’s goal, something which is to be accomplished in the real world, and the answerer can
infer a plan for reaching that goal: Find out where to go to catch the train, and go there.
The question–answer exchange in (1) is assumed to be coherent in virtue of the fact that a “no” answer is implied by the
meaning of the indirect answer. After Asher and Lascarides [4], we may analyze this as a clear instance of the so-called IQAP
(indirect question–answer pair) relation: a response to a question is only considered to be a proper answer if a direct (in our
case, yes/no) answer is inferrable from its meaning. For example, the following variant of (1) shows how the acceptability of the
answer breaks down when this relation fails to hold.
(2). Q: Has the train to Windsor left yet?
A: #That train normally leaves from gate 7.
The question remains unanswered in (2), because the proposition ‘that train normally leaves from gate 7’ doesn’t directly
bear on the time of the train’s departure. However, there is a different class of indirect answers for which this relation is not so
obvious. We call these alternative answers [27]. One such answer is illustrated below in the context of a dialogue between a real
estate sales agent and a potential buyer.2
(3). Q: Does the apartment in Kreuzberg have a garden?
A: Well, it has a large balcony.
Similarly to (2), whether the apartment under discussion has a balcony does not logically bear on whether it has a garden.
And yet, the indirect answer is perfectly natural, and the questioner is able to infer an implicit “no” answer via Gricean relevance
implicature [13]: If the apartment had a garden, the answerer would have said so.
Intuitively, the function of the indirect answer in (3) is to provide an alternative solution to the customer’s problem. Stevens
et al. [28], following van Rooij [30] and Benz and van Rooij [7], propose a model where the customer’s questions in such sales
scenarios are each motivated by some underlying decision problem.3 In particular, the customer is often confronted with the
problem of whether to continue showing interest in the apartment, or else ask to see something else, given a particular requirement. After Stevens et al. [27], a requirement is simply a set of satisfying conditions, any one of which would suﬃce to lead
the customer to maintain interest. To take one example, imagine that the customer requires a place to grow ﬂowers in his/her
new apartment. This requirement could be satisﬁed either by a balcony or a garden. This can be represented as a set of alternative database attributes, {BALCONY, GARDEN}, either one of which would provide a positive solution to the customer’s decision
problem. The answer in (3) is optimal in this case if the sales agent can infer that such a requirement is suﬃciently probable,
because, given the information that the apartment has no garden, the sales agent can assume that the customer will follow up
with a question about whether there is balcony. The answer in (3) anticipates this. The customer can then reverse engineer the
sales agent’s motivation for having produced the answer, and enrich its interpretation with an implicit “no” answer.
1.2. Indirectness in dialogue systems
It’s long been noticed that responses to questions in natural language do not solely consist in answers licensed by the literal
meaning of the question, and that this bears on the development of pragmatically competent dialogue systems. A pragmatically
competent question answering system, as such, must be able to anticipate the needs of the user in order to offer additional
information beyond what is asked about. And in some contexts, it is most natural for the system’s response to include only this
additional information, with no literal answer explicitly conveyed. These are the indirect answers of (1) and (3) above.
Starting with Allen and Perrault [1], indirect answers of the type seen in (1) were analyzed as anticipations of a plan to
accomplish some task in the real world, like catching a train—a so-called “common-sense plan”. Green and Carberry [12] extend

2
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this approach to account for the idea of discourse plans. It is not merely the fact that the questioner in (1) wants to catch a train
that is relevant, but also that the questioner has a plan about which questions to ask in which sequence to arrive at that goal.
(Has the train left yet? If not, when does it leave? From which platform? Where can I buy a ticket?) This ties together notions of
plan inference and discourse coherence, an idea expanded on by Asher and Lascarides [2] and Asher and Lascarides [3], who use
segmented discourse representation theory (SDRT) to examine the interaction between common-sense plans, discourse plans,
and discourse coherence—how the different pieces of an utterance or dialogue are related with respect to their contribution to
the overall context. The above-mentioned IQAP relation is part of this framework.
Speciﬁcally focusing on yes/no questions, de Marneffe et al. [9] and de Marneffe et al. [10] take a probabilistic approach,
developing computational models of the interpretation of indirect answers based on probabilistic inference. But such models do
not explicitly address generation, and in any case only apply to contexts where there is an inferential link between the indirect
answer and a literal answer, e.g. the following from de Marneffe et al. [9].
(4). Q: Is Sue at work today?
A: She’s sick with the ﬂu.
Alternative answers as in (3) are characterized by the lack of such an inferential link. Whereas the generation of certain
kinds of indirect answers can be accomplished by considering how answers contribute to plans, alternative answers are better
analyzed as addressing requirements. Like a plan, a requirement is ultimately oriented toward some goal; however, rather
than being a structured sequence of actions aimed at accomplishing some future goal, a requirement is represented as a set of
disjunctive satisfying conditions, each one independently suﬃcient to allow the user to accomplish some immediate goal or subgoal. This paper presents research which applies formal models of indirectness based on user requirements in a dialogue system,
speciﬁcally in a simple question–answer system operating in a real estate domain, like in (3) , and quantitatively evaluates the
pragmatic competence of the system’s answers.
1.3. Overview
Where much previous work on question answering focuses on how to semantically interpret the user’s question (see [17]
for example), we are interested in the development of systems with pragmatic competence, i.e., systems which, after having
interpreted the user’s question, can make human-like decisions about how much information is required to answer the question
in a satisfactory and pragmatically natural way. Relatedly, we aim to assess the degree to which users are comfortable interacting
with these systems, and able to draw the pragmatic inferences that arise in human–human linguistic interaction. To this end,
we develop a system which employs a content selection model that is based on a game-theoretic model of question answering.
The system is capable of generating alternative answers, and we ﬁnd that, for the most part, these answers are interpreted as
they would be in human–human interaction. An illustrative example from one of our evaluation experiments is given in Fig. 1,
wherein the user had been instructed to play the part of a customer asking our system about prospective apartments to rent,
and given certain requirements to fulﬁll. The user asks about a balcony, and, upon receiving an indirect answer, rejects the
apartment as unsuitable, signaling that the user has inferred an implicit “no” answer to her question.
Section 2 provides an overview of our game-theoretic model of answer selection and interpretation in a context similar to
that of (3) , and then shows how to use this formal model to derive an optimal algorithm for selecting answers. Section 3 outlines
how this algorithm was deployed in a web-based question answering system, and then presents results from quantitative
evaluation experiments. Section 4 addresses the problem of how user requirements are to be learned, and Section 5 concludes
with a general summary.
2. Signaling & probabilistic inference
In this section we formulate a signaling game model of question–answer exchanges in a sales dialogue. Before diving in to
the details of our model, we outline the fundamental concepts underlying this approach.

Fig. 1. Part of an unfolding interaction between system (S) and user (U). The user was instructed to ﬁnd a ﬂat for a friend with a balcony, a nearby place to get
a drink (either café, pub or restaurant) and a nearby public transit connection (either bus or train).
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2.1. Game theory and signaling
2.1.1. The basics
Game theory is a mathematical framework for describing interactions between rational agents who are utility maximizing.
Utility functions are functions from outcomes to real numbers, where the higher the number, the more preferred the outcome.
Each player has their own utility function (though the utility functions could happen to be identical), and the formal description
of an outcome depends on the structure of the game itself. To take a simple example, consider the game rock–paper–scissors.
An outcome in this game is represented by an ordered pair of moves, e.g. rock, paper if the ﬁrst player chooses to throw ‘Rock’
and the second throws ‘Paper’. A sensible utility function for this game would award a given player utility 1 for a winning move
(‘Rock’ beats ‘Scissors’, ‘Scissors’ beats ‘Paper’, ‘Paper’ beats ‘Rock’), utility −1 for a losing move, and utility 0 for a tie. (This is a
zero-sum game, where any gain in utility for one player is at the expense of the other.) Utility for each outcome is represented
in Fig. 2.
Both players want to choose actions which lead to outcomes that maximize their own utility. However, this cannot be
guaranteed because neither player knows in advance what the outcome is going to be. Probabilistic reasoning is required. To
decide whether ‘Rock’ is an optimal move, a player must estimate how likely it is that the other player will throw ‘Scissors’, and
so on.
Rational players in a game formulate general strategies which specify what decisions to make in any possible state. For our
rock–paper–scissors game, this would take the form of a rule specifying which move to throw with what probability. An optimal
strategy is one which maximizes utility in the aggregate, i.e., if played consistently will yield the best outcomes overall. The
overall optimality of a given decision in a game is encoded in its expected utility. Expected utility is the weighted average, for
each possible outcome given some decision, of the utility associated with that outcome. Returning to our rock–paper–scissors
example, imagine that player one believes, based on prior experience, that player two will throw ‘Rock’ 50% of the time, and
‘Scissors’ and ‘Paper’ each 25% of the time. The expected utility of player one playing a ‘Rock’ strategy is 0.5∗ 0 + 0.25∗ (−1) +
0.25∗ 1 = 0. The expected utility of playing ‘Paper’ is 0.5∗ 1+0.25∗ 0+0.25∗ (−1) = 0.25. The expected utility of playing ‘Scissors’
is 0.5∗ (−1) + 0.25∗ 1 + 0.25∗ 0 = −0.25. In this case, the best strategy is to always play ‘Paper’. But if player two knows that
player one will play ‘Paper’, then of course player two will maximize her own expected utility (which will decrease player one’s
expected utility) by shifting to a ‘Scissors’ strategy.
From this it is not hard to see that the best balance between expected utility for both players is to choose moves randomly.
In other words, the best any player can do in the long term, assuming the other player is rational, is to be unpredictable. Under
standard game-theoretic assumptions, rational players develop optimal strategies that maximize their own expected utility,
taking into account the assumption that the other players will do the same. When all players in a game have developed strategies
that accomplish this, i.e., when, given the strategies of everyone else, no single player could do better by changing her strategy,
the players are in equilibrium [20]. There are many formal deﬁnitions of equilibrium, each suited to different types of games.
For signaling games—the class of games relevant to the current work—the relevant concept is perfect Bayesian equilibrium [15],
which requires that all players have rational and consistent beliefs about the probabilities of outcomes that can be updated as
the game progresses.
A game-theoretic description of an interactive situation combined with an appropriate equilibrium concept constitutes a
normative model predicting how rational agents are expected to behave in that situation. Game theory has been extended to the
ﬁeld of linguistic pragmatics in recent years [5, 6, 8, 11, 21, 22, 26] as a way of formally analyzing the strategic use of linguistic
expressions to convey indirect meaning in dialogue situations. This work expands the game-theoretic approach into the domain
of natural language generation, and as such, relies heavily on the concepts of coordination and signaling, to which we now turn.

2.1.2. Coordination
In contrast to rock–paper–scissors, a zero-sum game, most models of linguistic communication assume a dialogue scenario
in which the participants aim to cooperate with each other in order to successfully communicate information, either for its own
sake or as a means to accomplish some shared task. We model a sales dialogue scenario in which, although the goals of the two
interlocutors—the sales agent and the customer—do not perfectly align (e.g., the sales agent may want to sell more expensive
objects), there is nonetheless incentive to cooperate to ﬁnd something that suits the customer’s needs (see also [16, 28]). This
cooperation is encoded in the game-theoretic model by representing the dialogue as a type of coordination game, a game where
the players have aligned utility functions [23]. A pure coordination game has identical utility functions for both players. The

Rock
Paper
Scissors

Rock
0,0
1,-1
-1,1

Paper Scissors
-1,1
1,-1
0,0
-1,1
1,-1
0,0

Fig. 2. Actions and utilities for two players in a game of rock–paper–scissors. Each row represents an action by the ﬁrst player, and each column an action by
the second.
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games we utilize, while not pure coordination games, are closer to those games than to zero-sum games, in that in general, what
is good for one player is good for the other.
In order to illustrate the workings of coordination games, let’s construct a simple game between two players. The rules of
the game are as follows. Both players are given three cards, one with a gray circle drawn on it, one with a gray square, and one
with a black circle, as in Fig. 3.
Each player privately picks a card and lays it down on the table. If both players lay down the same card, they both get a
free dinner, and if they lay down different cards, they get nothing. We can assign a utility value of 1 to the outcome where the
players win a prize, and 0 to the outcome where they win nothing.
If neither of the players have any idea what the other will do, then the best they can do is to choose their cards randomly,
and win a prize only one-third of the time. However, as Schelling [23] points out, this is rarely the case. In the real world, players
have beliefs about how others are likely to behave. These beliefs can arise from a number of sources, including cognitive bias,
shared cultural knowledge, prior experience, or communication prior to play.
For illustration’s sake, let’s imagine that one of the players believes that the other player is twice as likely to pick a given
circle than the square. (Imagine that he/she indicated a preference for choosing circles prior to play.) This is shown in the game
representation in Fig. 4, where the column player has a belief about the row player’s behavior in the form of a prior probability.
Without taking into account the column player’s belief, there would be three equivalent equilibria, one where both players
play ‘Gray circle’, one where both play ‘Gray square’ and one where both play ‘Black circle’. However, if the column player’s
belief is commonly known, i.e. if the row player knows that the column player has this belief, then the ‘Gray square’ equilibrium
should be eliminated from consideration. This is because the column player, aiming to maximize expected utility, should choose
randomly between the two circles. If the row player knows this, then the row player should do the same. No player will do better
in terms of expected utility than with a strategy of choosing one of the circles. The belief raises the probability of successful
coordination from one-third to one-half.
2.1.3. Signaling
We will now use a variant of the game shown in Fig. 4 to illustrate the basic formal machinery of signaling games. Imagine
that one of the players of the coordination game above is able to send a simple message to the other. This player is the sender,
and the other player is the receiver. For example, the sender could signal to the receiver that he/she has chosen a circle, in which
case the receiver should choose between ‘Gray circle’ and ‘Black circle’, given that the sender has no incentive to deceive. A basic
signaling game modeling such a scenario can be broken down into the following components.
• Two players, S (the sender) and R (the receiver)
• A set of possible world states, Y, where each y ∈ Y is a speciﬁcation of domain-relevant information which only S has
access to
• A prior probability distribution over possible world states
• A space of possible messages, M, from which S can choose a single message m to send to R
• A denotation function  •  which assigns each message a semantic representation which R can use to make inferences
about the current world state
• A space of possible actions, A, which the receiver can take
• A cost function, C , from M to R which typically returns a higher cost for lengthier messages (which is used to model
effort cost)
• Utility functions US and UR for the sender and receiver, respectively, where UR is a function from Y × A to R, and US , a
function from Y × M × A to R, is equal to UR − C
In the signaling version of our example card selection game, the world states correspond to which card S has chosen, and the
receiver’s card selection constitutes R s action, a ∈ A. As before, the utility is determined by whether our players successfully
coordinate and win a free dinner. Let’s imagine that our sender is allowed to indicate whether the shape she has chosen is gray
or a circle (either of which would narrow it down to two choices for the receiver). Such a message carries a small cost—S must

Fig. 3. Three cards in a simple game of coordination.
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Gray circle
Gray square
Black circle

Gray circle
1,1
0,0
0,0

Gray square
0,0
1,1
0,0

Black circle Probability
0,0
0.4
0,0
0.2
1,1
0.4

Fig. 4. Actions and utilities in a coordination game. Both players receive utility 1 when coordination occurs, and utility 0 otherwise. The column player has
a belief about the row player’s move probabilities. If the row player knows that the column player has this belief, then both players should choose one of
the circles.

pay for 10% of the cost of the prize dinner. For a larger cost—20%—S has the option of simply saying which card she has chosen.
Thus, M contains the possible messages “gray”, “circle”, “gray circle” (GC), “gray square” (GS) and “black circle” (BC). The cost
function C maps “gray” and “circle” to 0.1 and the other messages to 0.2, where C (m) gets deducted from S s base utility.
Because S has no incentive to deceive—S s utility is proportional to R s utility—the message m is taken literally, i.e., R assumes
that m is true in the current world state y. Optimal strategies are those in perfect Bayesian equilibrium, i.e., a pair of strategies
for generating and interpreting messages, respectively, which we will represent as algorithms, A∗S , A∗R , such that each strategy
is optimal given the other. As was the case with rock–paper–scissors, optimal strategies are ones which maximize expected
utility. A perfect Bayesian equilibrium A∗S , A∗R  has the property, then, that if S assumes that R is playing a strategy A∗R , then
A∗S maximizes S s expected utility, and, at the same time, if R assumes that S is playing a strategy A∗S , then A∗R maximizes R s
expected utility.
Expected utility for this game is given below, where P(a|m, AR ) represents the probability of an action given that a receiver
with strategy AR receives message m, and where P(y|m, AS ) represents the probability of a world state given that a sender with
strategy AS has sent message m.
EUS (m|y, AR ) =



P(a|m, AR ) • US (y, m, a)

(1)

P(y|m, AS ) • UR (y, a)

(2)

a∈A

EUR (a|m, AS ) =



y∈Y

Putting this all together, we can represent this game as in Fig. 5 (see [11, 26]).
A∗S is an algorithm that generates arg max EUS (m|y, A∗R ) for any m ∈ M, and A∗R is an algorithm that generates
arg max
a

m

EUR (a|m, A∗S ) for any a ∈ A. The conditional probability P(y|m, A∗S ) is proportional to a prior probability P(y). For this

game, the world states yGC and yBC have a higher prior probability than yGS .
To conclude this illustration, we now introduce a principled way for deriving an equilibrium in these cases, thereby specifying
optimal messages for each world state.
2.1.4. Iterated reasoning
We follow Franke [11] and others in employing iterated reasoning to ﬁnd perfect Bayesian equilibria for these types of
signaling games. Using this method, we will incrementally devise algorithms which are guaranteed to maximize expected utility
given a default belief about how the user will interpret the system’s utterances.
Starting with a sensible default model of message interpretation, we can use this model to determine a strategy specifying
the optimal message to send in any given world state, then feeding that back into a revised interpretation model capable of
making pragmatic inferences based on the sender’s strategy, and ﬁnally, using the revised interpretation model to ﬁnalize a
message generation strategy by taking into account any pragmatic inferences that the receiver might make. For our purposes,
these few steps of iteration will suﬃce to converge on a stable pair of generation and interpretation strategies that meet the
requirements of a perfect Bayesian equilibrium.
Turning one last time to our signaling game illustration, we begin by formulating a default receiver strategy, A0R (m) in (5)
whereby the receiver chooses the action that corresponds to the most likely world state that is consistent with the literal
semantic content of m, as represented in Fig. 5.4
(5) 1. Let Y∗ be arg max

y∈m

2. Output ∪{arg max
a∈A

P(y)
UR (y∗ , a)} for all y∗ ∈ Y∗

For example, the message “gray”, though it is in principle consistent with both yGC and yGS , prompts the action GC, since
P(yGC ) > P(yGS ). And because both GC and BC are equally probable, A0R will randomly select an action from the set {GC, BC} to
respond to the message “circle”.

4

This formulation depends on the assumption that there is a unique optimal action to take in any given world state.
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GC
GS
BC

GC GS
1,1 0,0
0,0 1,1
0,0 0,0

BC
0,0
0,0
1,1

P (ω)
0.4
0.2
0.4

“gray”

COST

“circle”

0.1

“GC”

7

“GS”

“BC”

0.2

Fig. 5. Representation of a signaling game. Check marks denote compatibility between world states and messages, where y is compatible with m iff y ∈ m.
Message cost is deducted from the sender’s utility.

Now we devise a sender strategy A1S (y) which maximizes EUS (m|y, A0R ). To accomplish this, S must send the shortest message
that maximizes P(a∗ |m, A0R ), where a∗ is the action that coordinates with the true world state y (e.g., playing GC in world state
yGC ). This probability is simply 01
if a∗ ∈ A0R (m), and 0 otherwise.
|AR (m)|

(6) 1. Let a∗ be the a ∈ A such that UR (y, a) = 1
2. Let M∗ be arg maxm∈M P(a∗ |m, A0R )
3. Output arg min C (m)
m∈M∗

This sender strategy fully speciﬁes for any given world state y which message the sender does best to choose given a receiver
with strategy A0R . In yGC , S should send the “gray” message (which will guarantee coordination, resulting in EUS = 0.9). In yGS ,
S should send the “GS” message fully specifying the intended card. In yBC , S should similarly specify her intended card with the
“BC” message (which yields EUS = 0.8, compared to 0.4 for the ambiguous “circle” message).
We want our receiver’s response to A1S to use P(y|m, A1S ) to determine the most likely world state in order to select the
best action. But importantly, it is impossible to use only P(y|m, A1S ) to create a strategy that fully speciﬁes, for every possible
message, what action to take. This is because for messages that cannot be produced by A1S (in this case, “circle”), this probability
is zero for all possible worlds. Thus, another principle must be invoked in order to determine a reasonable response to these
surprising messages. We follow Benz [5] in introducing fallback strategies based on noise sets. Adopting a ‘noisy channel’ view
of linguistic communication [24], Benz [5] proposes that rational receivers in signaling games assume, where possible, that
surprise messages are partial signals, where the larger message is indeed a possible output of the sender’s strategy in some
possible world state. For this game, this means a fallback strategy of interpreting the surprising message “circle” as a substring
of “black circle” (BC). We deﬁne noise sets relative to a message m as the set of all larger messages m such that, given some
language of strings L ⊇ M, there is a string s in L that can concatenate with m such that m ◦ s = m .
(7) Let Nm be {m ∈ M | ∃s ∈ L. m ◦ s = m }
With this in mind, we can formulate A2R (m) as in (8).
(8) 1. Initialize l to m

P(y|m, A1S ) = 0, l = arg maxm ∈Nm
2. If
y∈Y
∗


y∈Y

P(y|m , A1S )

3. Let Y be arg maxy∈Y P(y|l, A1S )
4. Output ∪{arg maxa∈A UR (y∗ , a)} for all y∗ ∈ Y∗
The ﬁnal step is to formulate A3S so as to take the receiver’s use of noise sets into account. This allows the sender to optimize
the eﬃciency of her message, knowing that, for example, the prima facie ambiguous message “circle” will lead to successful
coordination around BC.
(9) 1. Let a∗ be the a ∈ A such that UR (y, a) = 1
2. Let M∗ be arg maxm∈M P(a∗ |m, A2R )
3. Output arg minm∈M∗ C (m)
At this point, further iteration will not change the outcome of the game. We have converged on an equilibrium A3S , A2R  which
speciﬁes three outcomes: [yGC → “gray” → GC], [yGS → “GS” → GS] and [yBC → “circle” → BC]. These outcomes represent
the normatively optimal outcomes assuming cooperative, rational players. Crucially, this set of outcomes contains within it a
procedure for generating optimal messages in any given world state. The procedure in (9) above, which makes reference to
A2R , which in turn makes reference to A1S , and so on, can be expanded and then simpliﬁed to obtain Algorithm 1 for generating
messages in any game that follows the basic template of Fig. 5.
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Algorithm 1. Generating optimal answers in a game like in Fig. 5.

Effectively, this algorithm ﬁnds the shortest unambiguous message given the current world state (e.g., “black circle” for yBC ),
then checks whether there is an ambiguous message for which the listener will assign an unambiguous interpretation based on
noise sets (“circle”), and if so, selects that shorter message to send.
Having illustrated the basic machinery of signaling games, we now present our model of sales dialogue by ﬁrst introducing
the notion of user requirements, and then showing how these are incorporated into a signaling game to produce an algorithm
for generating indirect answers in dialogue.
2.2. Representing requirements in sales dialogue
We now adapt the signaling framework to a sales dialogue scenario. We are interested in the following types of indirect
answers which appear frequently in sales dialogue.
(10). Q: Does the apartment have a garden?
A: Well, it has a balcony.
Our interest in this topic was spurred by the results of simulated dialogue experiments we conducted in which subjects
were asked to interact with a real estate “expert” over a text-based chat system. These experiments simulated the design of
our evaluation experiment, and gave us a window into what kinds of indirect answers are produced in such dialogues. In these
dialogues, we observed an abundance of answers of the type found in (10). This example is perfectly natural even if the sales
agent does not know for a fact that the customer desires a balcony: The sales agent can simply guess that a balcony might serve
as a functional substitute for a garden for many customers. We model this dialogue situation as a signaling game where the
sender is the sales agent, whose message is an answer to a question that has previously been posed by the customer, who is
the receiver. To model this situation, we must enrich the structure of the standard signaling game to include not only private
information which only S knows (the world state), but also private information only R knows—what kind of apartment R desires.
To formalize this notion, we assume that queries are motivated by unobserved user requirements, where a user requirement
is represented as a set of satisfying conditions, such that a speciﬁc user desire is fulﬁlled if any one of those conditions holds. In
contrast to plan inference schemes, which involve reconstructing an intended sequence of future actions from a single action,
user questions in this case are motivated by simple unordered sets of disjunctive requirements which could potentially be
satisﬁed either by a direct answer to the question, or else by a single alternative piece of information. For our purposes, a
satisfying condition is taken to be an attribute statement of the form, ‘the ﬂat under discussion has attribute 0’, for which we
simply write 0. If we let V be the set of all possible attributes, then a user requirement is taken to be a subset of V.
Returning to (10), a customer in dialogue with a real estate agent might require that the apartment she is interested in
have a place outside to grow ﬂowers. This is obtained if the apartment in question has either the attribute BALCONY or else the
attribute GARDEN. We can thus represent a requirement {BALCONY, GARDEN}, where either member of this set serves to satisfy
the customer’s need. If the customer asks whether there is a balcony, in the case that the user’s question is motivated by
this requirement, then offering the information that there is a garden is more helpful than simply saying there is no balcony.
Moreover, the user should be able to pragmatically infer from this alternative alone that there is no balcony, because if there
were, a more straightforward direct answer would have been at least as helpful to the customer. This approach has its roots in
decision- and game-theoretic analyses of question answering [7, 30]. Note that requirements can be singletons, e.g., {BALCONY}
for a customer who will accept no substitutes for a balcony.
Our model assumes a scenario where the customer has asked a question about a speciﬁc object from a real estate database,
a ﬂat under discussion (FUD), and based on whether she thinks her requirement is met, takes one of the three actions: she can
either ACCEPT that her requirement has been met, thereby continuing to discuss the FUD, REJECT the FUD as unsuitable given her
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requirement, thereby asking the salesperson to present a different object from the database, or ask a FOLLOW UP question if she
is unsure, thereby clearing up once and for all whether her requirement is met.
Putting it all together, the customer asks a question prior to the game, at which point the sales agent is tasked with selecting a
strategically optimal answer, arrived at via probabilistic reasoning about possible requirements based on the question that was
asked. After receiving the answer, the customer takes a domain-level action aimed at the shared goal of helping the customer
ﬁnd a suitable apartment to rent. This extended signaling game is broken down as follows:
• There are two players, S (the sender/real estate agent) and R (the receiver/customer).
• World states and messages are deﬁned in terms of a real estate ontology, V, of binary attributes, e.g. (+/−)GARDEN and
(+/−)BALCONY.
• The set of possible world states, Y, is deﬁned as a list of attributes of the current ﬂat under discussion (FUD), such that
each y ∈ Y is a subset of V ∪ {¬0 | 0 ∈ V}, e.g. {BALCONY, ¬GARDEN} for a ﬂat with a balcony but no garden.
• C is the set of possible requirements, each a subset of V.5
• There are prior probability distributions both over possible world states and over possible requirements.
• Q is the space of possible customer questions, each a yes/no question q with a denotation q which is of the form {0, ¬0}
for some 0 ∈ V [14].
• The space of possible messages M is drawn from a language L.
• Denotations of strings in L are represented as sets of attribute statements, i.e., subsets of V ∪ {¬0 | 0 ∈ V}; for example, the
message “There is no garden, but there is a balcony” would be given the denotation {¬GARDEN, BALCONY}.
• The space of possible receiver actions, A, is {ACCEPT, REJECT, FOLLOW UP}.
• The cost function, C , depends on the overall length of the message, as well how many attributes in V must be looked up.
• A separate cost for follow up questions is encoded in a constant cq .
• Utility functions US and UR are from Y × C × M × A to R, and from Y × C × A to R, respectively.
We are now ready to present our formal model of yes/no question answering in a cooperative sales dialogue.
2.3. Interactive generation & interpretation model
We begin with a few intuitions about this sales dialogue situation. We imagine a prospective renter or buyer of an apartment
in a major city, interacting with a real estate sales agent with many properties on offer. The goal of the customer is to ﬁnd a
suitable apartment for which to set up a viewing appointment, and the goal of the sales agent is to help the customer accomplish
this task as eﬃciently as possible. In this case, this means that the sales agent must balance a desire to minimize the effort of
her answer, all things being equal, with a pressure to anticipate the customer’s needs and convey helpful relevant information
without the need for many follow up questions from the customer.
For any given QA exchange, the customer’s question is motivated by some underlying requirement (like requiring a place
to grow ﬂowers). The customer wants to know whether this requirement is met, but rather than ask about the requirement
directly, asks about a single satisfying condition (like whether the apartment has a garden area, see [25] for some thoughts on
why people ask sub-questions like this). Given a motivating requirement c, the customer wants to ACCEPT only if she is sure that
c is satisﬁed, i.e., if y ∩ c = ∅. Accepting an unsuitable apartment is the worst outcome. On the other side, to REJECT is ideal if
and only if the customer is sure that c is not satisﬁed, and in general is not a positive outcome for the customer. If unsure about
whether c is satisﬁed, the customer does best to FOLLOW UP. These rankings of outcomes are encoded in the following utility
functions, where the constant cq , a small cost associated with asking a follow up question, ensures that that action is employed
only under conditions of uncertainty.6
UR (c, y, ACCEPT) = 1 if y ∩ c = ∅
= −1 otherwise
UR (c, y, REJECT) = 0

(3)
(4)

UR (c, y, FOLLOW UP) = 1 − cq if y ∩ c = ∅
= 0 − cq otherwise

(5)

The sales agent has incentive to behave cooperatively (see [28]), with the only difference between the two players being that
the sales agent wants to minimize message length.
US (c, y, m, a) = UR (c, y, a) − C (m)

(6)

5
Our notion of a user requirement is a special case of the broader notion of a goal which is outlined in Stevens [25]. Following that work, we use the letter c
for requirements.
6
For simplicity, we assume that follow ups will prompt answers that fully specify whether c is satisﬁed.
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In addition to message length, we also assume that there is some effort involved in looking up extra information in the
database. For example, consider the following incoherent dialogue exchange.
(11). Q: Does the apartment have a garden?
A: #Well, it has a large basement.
This answer is not any more effort to say than “it has a large balcony”, and for coherent indirect answers like in (10), the
answer suﬃces to fulﬁll S s discourse obligation in that a “no” answer is clearly implicated. So why, then, is the “basement”
answer bad? We rule it out on the grounds that there is a small cost, which we represent as a small constant cx , for looking
up in the database whether there is a basement, and when the probability of a requirement like c = {GARDEN, BASEMENT}
is vanishingly low—who would except a basement as a functional substitute for a garden?—the potential gains in utility are
outweighed by this cost, and so the BASEMENT attribute is not considered at all. With this, we can expand our cost function as
follows, where VL (m) is the set of attributes in V such that the sales agent looked up in the database whether those attributes
hold of the ﬂat under discussion.


C (m) = c • |m| + cx • VL (m)

(7)

Optimally eﬃcient answers are generated in our model by balancing this cost function with the cost of a follow up question
being asked, cq .
We are now ready to derive equilibrium strategies for generating and interpreting answers to yes/no questions in this sales
dialogue scenario, starting with the formulation of expected utility for each player.
EUR (a|c, q, m, AS ) =



P(y|q, m, AS ) • UR (c, y, a)

(8)

y∈Y

EUS (m|y, q, AR ) =



P(c|q) • P(a|c, q, m, AR ) • US (c, y, m, a)

(9)

c,a

As before, expected utility-maximizing strategies can be derived via iterated reasoning with a reasonable default strategy
as a starting point. We assume a naive interpretation strategy A0R (c, m) that only takes into account the literal content of m:
If m entails the c is satisﬁed, the customer will ACCEPT, if m entails the opposite, the customer will REJECT, and in all other
circumstances, the customer will FOLLOW UP.
(12) 1. If c ∩ m = ∅, ACCEPT
2. Else, if c\¬m = ∅, REJECT
2. Else, FOLLOW UP
Now we want to specify a best response to this default receiver strategy. S is tasked both with reasoning about the likelihood
of various goals given R s question (P(c|q)) and with ﬁguring out, for any c, how likely it is that a given message m will prompt R
to take an action that leads to a desirable outcome, given her strategy (P(a|c, q, m, A0R )). The former requires Bayesian reasoning,
where P(c|q) can be expanded as follows:
P(c|q) =

P(q|c) • P(c)
P(q)

(10)

1
P(q|c) =   if c ∩ q = ∅
c
= 0 otherwise

(11)

The latter requires working out, for any given message m, the possible values of c for which m would serve to avoid a follow
up question from A0R . This is due to the structure of UR : If S knows that y is such that c cannot be satisﬁed, then it is best for
R to REJECT, and if S knows that y is such that c is satisﬁed, then the best outcome is an ACCEPT outcome. Given that S always
knows y, follow up questions are always the least preferred outcome. To this end, we specify the set CDEC
m , which is the set of all
requirements that are “decided” by a given m, where a requirement is decided if it is said to be either satisﬁed or impossible to
satisfy. In other words, when c is decided by m, the customer does not need to ask more questions about it.
CDEC
m = {c | c ∩ m = ∅ ∨ c\¬m = ∅}

(12)
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This will factor into our best response strategy, A1S . The last piece of the puzzle is a limit on message cost. Ignoring message
length for now and focusing only on look-up cost, we can limit the attributes to those for which the beneﬁt of looking them up
is not outweighed by the cost. We start by specifying, for a given attribute 0, the set of requirements for which 0 is relevant, i.e.,
the set of requirements of which 0 is a member.
CREL
0 = {c | 0 ∈ c}

(13)

Using this, we can calculate the expected gain in utility for looking up whether an attribute holds of the FUD. This is the product
of the probability of 0 being relevant to the customer’s underlying requirement, multiplied by the follow up cost cq that would
be avoided in the event that 0 really is relevant.


EGS (0|q) = cq •

P(c|q)

(14)

c∈CREL
0

In order for a rational S to bother looking up, e.g., whether the apartment being discussed has a basement or not, the expected
gain of that attribute given the question must be greater than the cost of looking up that extra information, cx . That is, the
following inequality must hold.
EGS (0|q) > cx

(15)

Following Stevens et al. [27], we can reformulate this as follows, and collapse the ration of cx to cq into a single free
parameter, j.
j=


cx
cq

(16)

P(c|q) > j

(17)

c∈CREL
0

Intuitively, j encodes the degree of reluctance to look up information beyond what was asked about. This constraint will
rule out answers like (11) even if the somewhat odd requirement c = {BALCONY, BASEMENT} has a small non-zero probability,
because if the prior probability P(c) is low enough, then the EGS threshold can never be reached.
We are now ready to formulate A1S (y, q), presented ﬁrst informally.
(13) 1. Rule out attributes that are likely to be irrelevant to the customer’s requirement given her question, i.e., for which the
sum over all potentially relevant requirements of P(c|q) is less than j. From the remaining set of attributes, consider
only those which are true of the FUD.
2. Take the space of possible messages to be the subset of the language L consisting of the true literal yes/no response
to q as well as true statements of potentially relevant attributes that hold of the FUD.
3. Figure out which messages maximize the likelihood of the customer’s requirement being decided (i.e., being either
proven satisﬁed or proven unsatisﬁed).
4. Output the shortest such message.
To illustrate, consider a space of attributes V = { GARDEN, BALCONY, BASEMENT}. Imagine the sales agent is asked the question
“Does the apartment have a garden?” which has denotation q = { GARDEN, ¬ GARDEN}.
(14) 1. Given that q is about gardens, the conditional probability P(c|q) is 0 for all requirements that don’t contain
the attribute GARDEN. We are left with the possible customer requirement sets {GARDEN}, {GARDEN,BALCONY},
{GARDEN,BASEMENT} and {GARDEN,BALCONY,BASEMENT}. If we assume from world knowledge that the latter two
requirements have a very small prior probability, such that the sum of P(c|q) can never exceed j for those requirements, then we can exclude the attribute BASEMENT from consideration, as it will never be relevant. Now, we simply
intersect this with the set of true attribute statements. Assuming the FUD has a balcony but no garden, we are left with
{BALCONY}
2. Consider potentially helpful messages with the denotations {¬ GARDEN}, {BALCONY} and {¬ GARDEN, BALCONY}.
3. Assume for illustration that P({GARDEN}) = P({GARDEN, BALCONY}). Via Bayes’ rule we obtain that P({GARDEN}|q) = 23 ,
and we obtain that P({GARDEN, BALCONY}|q) = 13 . This means that the likelihood of R s requirement being decided given
m is 0.67 for m = {¬GARDEN}, 0.33 for m = {BALCONY} and 1 for m = {¬GARDEN, BALCONY}.
4. Thus, the best message is the one with meaning {¬GARDEN, BALCONY}, i.e., “There is no garden, but it has a balcony.”
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Formally, A1S (y, q) is speciﬁed as follows.
(15) 1. Let V∗ be {0 ∈ V ∩ y |



P(c|q) > j}

c∈CREL
0

2. Let M be {s ∈ L | s  ⊆ (q ∩ y) ∪ V∗ }

3. Let M∗ be arg maxm∈M
P(c|q)
4. Output arg minm∈M∗

c∈CDEC
m

C (m)

Note that at this level of iteration, EUS can only be maximized if a yes/no answer is included in the larger message. This
is because A0R cannot draw inferences, and therefore the literal answer is required to maintain a high probability of avoiding
a follow up question. That is why if a customer with c = {garden, balcony} asks whether the FUD has a garden, this strategy
dictates that “There is no garden, but it has a balcony” is a better answer than “It has a balcony”: The latter answer might prompt
A0R to ask, somewhat awkwardly, “Great, but is there a garden?” This will be reﬁned shortly. For the time being, the literal
content of q provides a good starting point for a simpliﬁed generation algorithm based on A1S .
It is at this point that we place a constraint on message length, with an eye toward implementation. We will compare
our implementation to a baseline that only generates single yes/no answers. We are interested in gauging the eﬃciency of
the pragmatic model in virtue of its ability to give relevant alternatives and create non-literal meaning. This can be done by
comparing overall dialogue length, but only if we place a low ceiling on message length, such that the pragmatic model does
not trivially create shorter dialogues by simply listing several attributes at once, which seems unwieldy in any case (There is no
garden, but it has a balcony, tall ceilings, it faces south and there’s a park nearby!). Therefore, at this step, we stipulate that our
simpliﬁed A1S searches for only a single alternative to give along with a literal yes/no answer. The algorithm can be written as
follows, where V∗ is deﬁned the same as in (15). This means that, for example, if there are alternatives which are equally likely
to be helpful to the customer (i.e. equally likely to address some requirement, whether they are bundled together as part of a
single requirement set, or contained within separate but equally probable requirement sets), the system chooses one of them
randomly. This is rare in practice.
Algorithm 2. A simple generation algorithm based on strategy A1S .

We now reﬁne this algorithm by ﬁrst considering how the receiver will use noise sets to draw inferences. Recall that a noise
set Nm consists of superstrings of m. For the current model it suﬃces to deﬁne Nm as the set {s ∈ L | m ⊂ s }. The question
now is whether there is a class of messages which cannot be generated by A1S , but which have a member of their noise set that
can. As apparent from the ﬁrst step of Algorithm 2, such a class is the class of messages which do not contain a literal answer
to q. Crucially, the algorithm only ﬁnds an alternative in the case where the literal answer is “no”, because when the literal
answer is “yes”, then the attribute that was asked about is contained within V∗ , and the “alternative” which maximizes the sum
of P(c|q) will simply be that literal “yes” answer itself. Therefore, if R receives a message from A1S which contains an attribute
from V∗ but not a member of q, then R should infer an implicit “no” answer. For example, a prima facie sub-optimal answer to
the garden question with denotation {balcony} should be treated as having the denotation {¬GARDEN, BALCONY}. This is encoded
in A2R , which is formulated in (16).
(16) 1. Initialize g to c
2. If m ∩ q = ∅, then g = c\q
3. If g ∩ m = ∅, ACCEPT
4. Else, if g\¬m = ∅, REJECT
5. Else, FOLLOW UP
This allows us to reﬁne our generation algorithm: If there are any alternatives, simply give the best one. Only in the event
that there are no alternatives should the sender fall back on a literal “no” answer.
Algorithm 3. Answer generation algorithm.
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This forms the basis of a simple content selection procedure that is used to select dialogue moves in a question-answering
dialogue system. This implementation and quantitative evaluations thereof are presented in the next section.
3. Implementations & evaluations
We now use the equilibrium speaker strategy A3S as the basis of a content determination algorithm in a questionanswering dialogue system.7 In theoretical terms, a content determination method only makes decisions about m, leaving
to another module the encoding of m into an utterance of English (or any target language) m. In more concrete terms, our
system is concerned with the selection of contextually appropriate dialogue moves as responses to yes/no questions from
users.
3.1. System set-up
Our algorithms were deployed within a dialogue system based on the information state update (ISU) approach to dialogue
modeling [29]. Under the ISU approach, dialogue is modeled by means of a formal description of an agent’s information state
(such as his private beliefs, intentions and plans, as well as shared beliefs such as the common ground), and a set of dialogue
moves, which may trigger updates to the information state (e.g., asserting a proposition, making a request, etc.). Implementing
an ISU-based model entails creating one or more dialogue move engines (DME; [19]), which perform the aforementioned
updates to the information state, as well as a control algorithm, which manages the application of the system’s other modules,
such as input and output, and sequences these with the DME’s update procedures.
A simple dialogue system intended to perform the task of a cooperative real-estate agent was built using a modiﬁed version of
the PyTrindiKit toolkit.8 The system’s information state was deﬁned as a record consisting of a single database object considered
the ﬂat under discussion (FUD), as well as a history of previously discussed objects and prior assertions made by the system. As
a control algorithm, a simple sequential scheme was employed, where input from the user would alternate with system output.
Each selection algorithm was implemented as an update rule triggered by a user’s YNQUESTION. The selection algorithm
would then produce a DENY dialogue move or an ASSERT dialogue move, where each of these moves takes an attribute statement
0(FUD) as its argument.
The knowledge base back end was implemented using an adapted version of PyKE, a Horn logic theorem prover.9
We deployed our system in the domain of real-estate sales talk. The system was set up to emulate the behavior of a realestate agent tasked with answering customers’ yes/no questions for a range of attributes pertaining to individual ﬂats. A set of
12 predicates was chosen to model the attributes of objects within our domain.10
The pragmatic system proceeded from the assumption that user queries are motivated by one of twelve possible user
requirements, which were deﬁned as disjunctions over sets of attributes. The chosen requirements were deﬁned so as to be
partially overlapping; i.e., a single attribute was relevant to more than one. Additionally, some of these possible requirements
were singletons, i.e., did not allow for any helpful alternative solutions. These requirements were chosen by the researchers
as plausible desiderata for users looking for an apartment to rent or buy (e.g., connection to public transit, which could be
satisﬁed either by a nearby bus stop, or by a nearby train station). These requirements were assumed by the system to be a priori
equiprobable, and all greater than j, while implausible requirements like {GARDEN,BASEMENT} were excluded altogether on the
grounds that their priors were low enough to never meet the EGS threshold that was motivated in the previous section. See
Section 4 for an extension which enables the model to learn priors from previous dialogues rather than having them speciﬁed
in advance.
3.2. Implementing the generation model and baseline
Within our ISU framework, there are four important variables in addition to the ontology V which feed the selection of
dialogue moves: the knowledge base KB which speciﬁes, for any given apartment, which attributes from V hold, the current
apartment being asked about, or ﬂat under discussion FUD, the user’s QUERY about whether a particular attribute holds of the
FUD , and a history HIST of which assertions have already been made by the system in the dialogue. The baseline against which
we compare our pragmatic system is a simple literal system which selects dialogue moves corresponding to yes/no answers to
queries as shown in Algorithm 4.

7

We plan to make the code for a working prototype system available at https://github.com/eigengrau/pragsales.
https://code.google.com/p/py-trindikit.
http://pyke.sourceforge.net/.
10
We used three transportation-related predicates (nearby bus stop, train station and freeway connection), three predicates related to outdoor relaxation
(whether the ﬂat has a balcony, garden or nearby park), three related to food/drink options in the neighborhood (cafe, restaurant, bar) and three related to
shopping options (produce market, weekly farmer’s market, supermarket). As described below, the ﬁrst round of evaluations utilized a system that was explicitly
told that customer preferences had to consist of functionally related attributes (such that, e.g., {GARDEN, BALCONY} is possible, but not {GARDEN, BASEMENT}).
However, see Section 4 for discussion of a subsequent evaluation where the relatedness of the predicates was successfully learned from training dialogues with
the baseline system.
8
9
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Algorithm 4. Polar answer selection.

The implementation of our game-theoretically motivated scheme for selecting dialogue moves is speciﬁed in Algorithm 5,
where we follow Stevens et al. [28] in using pcomp (0, q) as a shorthand for the more cumbersome sum over conditional requirement probabilities. The only substantive difference between our implementation and the sender strategy A3S from which it was
derived is an instruction that the system not repeat alternative answers. That is, if a customer receives an indirect answer and
still feels that their answer has not been addressed, they may ask again and they will receive a straightforward yes/no response.
This behavior allows us to gauge whether pragmatic inferences are drawn by looking at the rate of question repetition.
pcomp (0, q) :=



P(c|q)

(18)

c∈CREL
0

Algorithm 5. Strategic answering with alternatives.

3.3. Evaluation experiment
Subjects interacted with our system by means of an online interface accessible remotely through a web browser. At the
outset of the experiment, subjects were tasked with identifying, among a sequence of presented ﬂats, a ﬂat which would satisfy
a set of supplied requirements. One out of a total of four lists, each containing three requirements, was assigned to subjects at
random.
Subjects’ interaction with our system proceeded sequentially. After an initial offer on the part of the system, users were able
to issue a yes/no query for the presence of each of the attributes relevant to their issued tasks. Once subjects had determined
with certainty whether the discussed ﬂat matched their issued goals, they could either accept the ﬂat, ending the conversation,
or reject it, triggering a new proposal by the system. Referents in ﬂat proposals were introduced using fake, non-evocative
address descriptions.
The ﬂats presented by the system were individually generated for each participant type, according to an algorithm that
ensured that the knowledge base would contain one satisfying instance for each possible combination of the three conditions
issued to subjects, plus two additional ﬂats that satisﬁed two of the conditions (10 ﬂats overall). For each ﬂat, if a condition was
not satisﬁed, an alternative attribute (e.g., a garden, if there is no balcony) was added with 50% probability in order to create
more opportunities for indirect answers. Crucially, the sequence in which ﬂats were presented was ﬁxed so that the last ﬂat
offered would be the sole object satisfying all of the desired criteria; this allows us to obtain an apples-to-apples comparison of
complete dialogues with respect to their length. If subjects failed to accept the optimal solution, the interaction was terminated.
Each subject was randomly assigned either a literal system, which produces simple yes/no answers, or a pragmatic system,
which produces alternative answers where appropriate. After completing interaction with our system, subjects were asked
to complete a short survey, asking them to rate the perceived coherence of the system’s answers (relatedness/relevance to
question, helpfulness, evasiveness, and whether answers were left open) on a seven-point Likert scale.
We predict that the pragmatic model will improve overall eﬃciency of dialogue above that of the literal system by both (i)
offering helpful alternative solutions to the customer’s problem, and (ii) allowing customers to infer implicit “no” answers from
indirect answers, leading to rejections of sub-optimal ﬂats. If, contrary to our hypothesis, subjects fail to draw implicatures from
indirect answers, then we expect subjects to repeat questions (in order to obtain a direct answer) at a rate proportional to the
number of ‘unhelpful’ alternatives given (alternatives which are not an element of the user’s requirement set).
With respect to the questionnaire items, the literal system is predicted to be judged maximally coherent, since only straightforward yes/no answers are offered. The question is whether the pragmatic system also allows for coherent dialogue. If subjects
judge indirect answers to be incoherent, then we expect the difference in average Likert scale ratings between pragmatic and
literal systems to reﬂect the proportion of indirect answers given by the pragmatic system.
Please cite this article as: J. Stevens, et al., Pragmatic question answering: A game-theoretic approach, Data & Knowledge
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Fig. 6. Avg. number of questions required to complete the task, by model.

3.4. Results
As predicted, we ﬁnd that dialogues with the pragmatic system are signiﬁcantly shorter compared to the baseline. Because
the pragmatic system is limited to produce single-attribute answers, and because the number of ﬂats presented is ﬁxed, we can
use total number of QA pairs as a proxy for dialogue length. Fig. 6 compares the pragmatic and literal models with respect to
this variable.
We see about a 15% reduction in the number of questions required to successfully complete the task. This difference is
statistically signiﬁcant (t = −3.14, p = 0.003).11
We want to know whether this effect is only due to the system anticipating the user’s requirements, or whether it is also
in part due to the user’s ability to infer implicit “no” answers from indirect responses, as suggested by the dialogue exchange
shown in Fig. 1 in Section 1. Looking at the rate of question repetition can give us a window into whether such inferences
are drawn. In our experiment, users always had the option to repeat a question and receive a direct answer, so that if an
alternative answer seemed to leave the user’s question open, the customer could simply ask it again. Fig. 7 plots the proportion of
redundant questions—questions that have been asked before in the same dialogue—as a function of the proportion of “unhelpful”
alternatives—alternatives which were not, in fact, relevant to any of the user’s given requirements. On average, 19% of the
answers generated by the pragmatic system were indirect answers, and of those about 29% were unhelpful, making unhelpful
alternatives about 6% of the total responses. And yet, less than 1% of questions were repeated, suggesting that the correct
implicatures were drawn by the users.
We see from the relatively ﬂat line the any effect of unhelpfulness on question repetition is small, and the effect is in any
case only marginally signiﬁcant (t = 1.84, p = 0.07).
We now look at the questionnaire results. From the Likert scale responses assessing the relevance, helpfulness and completeness of the answers, we obtained a composite measure, the coherence score, by summing all per-item scores for each subject
and normalizing them to a unit interval, such that 1 signiﬁed the upper bound of perceived coherence. While, as one might
expect, there is a difference in average coherence scores between the literal and pragmatic models (t = −2.74, p = 0.008), with
the literal model being at ceiling (see Fig. 8), we nonetheless obtain relatively high scores (0.84 on average).
We must now check whether a relatively high coherence score like 0.84 is merely a reﬂection of the pragmatic system’s
producing a high number direct, literal answers. Under the null hypothesis that alternative answers are judged to be incoherent
coming from our system, we expect the coherence scores to differ in accordance with the proportion of indirect answers received
from the system. Fig. 9 shows coherence scores as a function of the “expected” rate under the null hypothesis, determined by
the proportion of direct answers.
We ﬁnd no support for the null hypothesis. The actual coherence scores tend to be higher than the expected value, and we
ﬁnd no signiﬁcant correlation between actual and expected values (t = 0.55, p = 0.59). Moreover, informal feedback from
subjects indicated overwhelmingly positive regard for the pragmatic system.
These results suggest two things: (i) generating alternative answers to yes/no questions in a principled way can make for
more eﬃcient interactions, and (ii) the alternative answers are pragmatically natural.
We end our discussion with a word on the role of implicit prosody in determining the felicity of indirect answers. As
noted by Stevens [25], alternative answers are mostly naturally read with a particular intonation pattern, lacking the falling
tone that characterizes normal declarative assertions, giving the utterance a ﬂavor of ‘discourse non-ﬁnality’ [18]. It is for this
reason that we added the discourse marker “well” to the beginning of the alternative answers produced by our system. This
discourse marker makes a non-ﬁnal intonation pattern more natural, and thus can convey implicit prosodic information in
a text-based system. In order to further probe the effect of this discourse marker, we ran the evaluation experiment again

11
All t-values are obtained by ﬁtting a mixed effects regression model with a random item intercept, an item being the set of requirements assigned to a given
subject. All p-values are calculated using the Satterthwaite approximation. Conﬁdence intervals are calculated via bootstrapping.
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Fig. 7. Rate of question repetition as a function of proportion of alternative answers which do not address the user’s requirements.

without it (i.e., generating alternative answers like simply, “It has a balcony”). The same effects of model on number of questions
and coherence were present even without the “well”. But interestingly, running the experiment without the discourse marker
created an effect of model choice on whether the subject successfully completed the task. No such effect was found the ﬁrst
time around.
The effect seen in Fig. 10 is signiﬁcant (t = −2.69, p = 0.009). This suggests that subjects fall into two groups: those who
read the answers with the intended implicit prosody, and those who don’t, where the latter group are quite likely to terminate
the experiment early. In general, it is important to acknowledge the role that implicit prosody can play in the development of
pragmatically competent text-based dialogue systems.

4. Extensions
The experiments presented here relied on a pre-speciﬁed prior distribution, where implausible customer requirements were
a priori excluded from consideration. This allowed us to focus on developing the architecture of the system and provide a proof
of concept for generating alternative answers in dialogue. But of course, such a system cannot scale unless there is a principled
way to learn prior probability distributions over potential customer requirements. This important problem was taken up in
Stevens et al. [27], which we brieﬂy summarize here.
The authors provide a simple method for learning disjunctive requirement sets from training dialogues with the baseline
system. Consider the dialogue in Fig. 11.
It is reasonable to assume that questions are clustered together by which requirements they address, i.e., that a user with
requirement {BALCONY,GARDEN} will ask ﬁrst about either BALCONY or GARDEN, and then, if the answer is “no”, will immediately
ask about the other attribute. If we assume this, than we can infer possible motivating requirements by looking at the frequency
of negation–rejection sequences, or sequences of “no” answers which end in a REJECT move. In Fig. 11, we see that the customer
ﬁrst asks whether the FUD has a garden, and upon receiving a “no” answer, asks whether it has a balcony, and upon receiver
a “no” answer, reject. This represents a negation–rejection sequence balcony, garden, which is taken as evidence for an
underlying requirement {BALCONY,GARDEN}.
Stevens et al. [27] shows that by setting prior probabilities of possible requirement sets proportional to frequency in training
data of corresponding negation–rejection sequences (65 dialogues with a literal system), we can obviate the need to pre-specify
a set of plausible requirements. An analogous evaluation of a similar system with prior learning implemented yields the same
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Fig. 8. Avg. coherence scores, by model.
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patterns discussed here (see Fig. 12). Beginning with 98 unique negation-sequences, that system inferred suﬃciently high priors
for all but one of our gold-standard requirements from Section 3 in order to generate alternative answers.

5. Conclusion
We have presented a formal game-theoretic framework for modeling a dialogue situation which allows us to develop and
reﬁne algorithms for generating indirect answers which address unobserved user requirements in dialogue. Such an algorithm
was implemented in an online question answering system and quantitatively evaluated to assess dialogue eﬃciency (number
of QA pairs required to accomplish a task) and perceived coherence (as determined by questionnaire results). We ﬁnd that
a pragmatically motivated system that generates indirect answers to yes/no questions creates for more eﬃcient dialogues
compared to a baseline, and that these answers are, by and large, accepted by users.
Ongoing research is extending the current approach to different types of requirements, including conjunctive requirements
(the customer needs A and B to be true) as well as negative requirements (the customer needs A to be false). The latter is
interesting insofar as clashes might be possible, e.g., one customer might want to be close to the main train station to travel
more conveniently, while another customer might speciﬁcally avoid such an area due to noise.

S:
U:
S:
U:
S:
U:

An apartment in the north of town might suit you. I have an additional offer for you there.
Does the apartment have a garden?
The apartment does not have a garden.
Does the apartment have a balcony?
The apartment does not have a balcony.
I’d like to see something else
Fig. 11. Example of a negation–rejection sequence.
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Fig. 12. Dialogue eﬃciency (left) and coherence (right), from Stevens et al. [27].

We are also addressing a wider range of phenomena such as the generation of elaborations (e.g. “yes, it has a balcony, and
there is lots of direct sunlight”) and/or contrasts in a dialogue (e.g. “there is a café on the corner, but it’s closed for construction”).
We believe that the game-theoretic methodology can be extended to these phenomena and more, providing a useful tool for
solving pragmatic problems in natural language generation.
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